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Introduction
There are two dominating trends when it comes to building a generative model of images: one may have a fully generic
model, often so general that it struggles to learn complex structures, or a model relying heavily on prior knowledge, often
too restrictive to learn about the wide variety of images. This work aims at combining the advantages of general low-level
generative models and powerful layer-based and hierarchical models, with the hope of being a first step towards richer,
more flexible models of images. It incorporates features from both groups of works mentioned above: (i) the modeling of
an image as the combination of multiple objects occluding each other, each object having its own appearance and shape;
(ii) the use of fully generic models for these appearances and shapes, based on Restricted Boltzmann Machines (RBMs);
(iii) a hierarchical structure to model objects of all sizes and at all scales.
The Deep Segmentation Network: A recursive approach
The Deep Segmentation Network is a hierarchical model of images where each level models the structure of the level
below, recursively applying the same modeling principle in each layer. The bottom level first models an RGB image as the
composition of multiple overlapping (and occluding) superpixels, each with its own appearance and shape. A superpixel
is defined as a coherent (not necessarily connected) group of pixels living within a small patch. The shape defines which
pixel are grouped together (e.g. pixels forming a circle) while the appearance determines the coloring of these pixels
(e.g. a gradient or a texture). At the second level, the model will group these lower-level superpixels together into larger
superpixels. That is, the bottom-level image composed of RGB pixels is replaced by a second-level “image” where each
“pixel” is a superpixel as defined at the bottom level. We will model this second-level image as the composition of multiple
overlapping second-level superpixels which correspond to repeated patterns of smaller superpixels from the level below.
This process can be repeated across layers until all the lower-level superpixels have been merged into a single top-level
superpixel. The following sections explain in more detail how to learn each component of this model.
Modeling image patches with a Masked Restricted Boltzmann Machine
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Figure 1: The Masked RBM. A masked RBM models
an image patch as the composition of two or more latent
patches. The composition is controlled by a mask m,
indicating which of the latent image patches is to be used
to model each visible image pixel.

Figure 2: Factor graph of the masked RBM with a uniform mask prior. The parameters θ(a) are outside the
plate and thus the same for all RBMs: all appearances
are drawn from the same distribution.

Though potentially universal (provided the number of hidden units is unbounded), RBMs are best suited to modeling
smooth structures (such as gradients or textures in the case of images). Indeed, when two input variables are almost always
similar to each other and sometimes radically different, the RBM will not capture this rare difference and will assign a
mean value to both variables. This is what happens to neighboring pixels across an edge formed by two objects occluding

each other. Thus, when trying to model image patches, which can be composed of multiple objects, it is preferable to
have K appearance RBMs, each modeling the appearance of a different object, rather than a single one having to model all
possible combinations of edges and appearances across this edge. Each of these appearance RBMs generates a latent image
(a)
bk (and its associated latent representation hk ) and competes with the others to explain each pixel in the patch.
patch v
Whenever an edge is present, one RBM can explain the pixels on one side of the edge while another RBM will explain
pixels on the other side. We say that such a model has K layers. To determine which appearance RBM explains each
pixel, we introduce a mask with one mask variable per pixel (mi ) which can take as many values as there are competing
RBMs. The overall masked RBM is shown in Figure 1 and the corresponding graphical model in Figure 2.
Modeling shape and occlusion

Figure 3: Factor graph of the
masked RBM with an occlusionbased mask prior.

The underlying idea behind the masked RBM is that each of the K appearance RBMs represents a different superpixel.
Through the mask m, we will also be able to explicitely model the shape of these K superpixels.
In Figure 2, there is a uniform prior over the mask. We propose to learn, jointly with the appearance RBMs, a model
for this mask. For this purpose each of the K appearance RBMs will be associated with a binary shape RBM, which will
define the shape sk of the corresponding superpixel. We deal with overlapping superpixels (i.e. overlapping shapes) by
allowing one shape to occlude another: each shape corresponds to a binary image (or layer) and we introduce an explicit
depth ordering S of the layers (S(1) being the index of the foremost layer and S(K) being the index of the backmost
layer). Now, for any particular shape to be visible, there must not be any other shape at the same location in the layers
above.
In this model, each object has its own independent sample from both the appearance and shape RBMs, and can thus
(a)
(s)
be represented by the union of the latent states of these two RBMs (hk for the appearance and hk for the shape). This
representation is (ideally) independent of its depth relative to other objects.
From small patches to large images

Figure 4: A field of masked RBMs, where an
image is represented using a set of overlapping patch models. Left: the image is covered
by K (here K = 4) grids of non-overlapping,
abutting patches (each grid is shown in a different color: red, yellow, cyan, blue). The different grids are spatially offset so that the patch
boundaries in different grids do not align and
each pixel is covered by K partially overlapping patches that compete to explain the pixel.
Right: Blow-up of the interaction between two
overlapping patch models. Competition between patch models leads to a segmentation
of the image into “superpixels”, with one superpixel per patch. The appearance and the
shape of each superpixel are modeled by separate RBMs.
Since our ultimate goal is to build a generative model of natural images, we need to move from the patch level to the
image level. This can be achieved by dividing the image into a set of non-overlapping patches, each modeled with a masked

RBM with shared parameters. However, this approach leads to artifacts at the patch boundaries, since correlations between
pixels either side of these boundaries are ignored. These artifacts appear because the K patch appearance models that each
pixel chooses between are aligned, so that their patch boundaries are in the same place. A better solution is obtained by
noting that the patch models can be laid out on the image in an arbitrary manner as long as each pixel is covered by at least
one patch. In particular the patch models overlapping with (and thus competing for) a particular image pixel do not have to
be aligned. Though one has freedom to choose the layout of the patch models, we use the regular grid shown in Figure 4.
This rectangular layout will make it especially easy to create the second-level “image” where each second-level “pixel”
will be the object (or, to be precise, its latent representation) contained within the corresponding first-level patch. Here,
the image is tiled by K grids of abutting patch models. In each grid the patches are non-overlapping and cover all pixels
in the image. Across different grids the patch boundaries are spatially offset so that no two patches are fully aligned. Thus
the image is covered with overlapping appearance and shape RBMs, arranged such that each pixel is covered by exactly K
RBMs. Figure 4 shows a field of masked RBMs, with two of the overlapping masked RBMs highlighted.
The Deep Segmentation Network

Figure 5: Moving from first to second layer. Left: a 72 × 72 image containing 100 overlapping 16 × 16 patches.
Right: a representation of the corresponding second-level “image”, which contains 100 “pixels” where each “pixel” is
the first-level superpixel contained within a patch (the true second-level image contains the latent representation of the
first-level superpixels, which are binary vectors, and not the superpixels themselves). Note that the spatial arrangement
has been preserved. Frequently occurring patterns of first-level superpixels have been grouped together into second-level
superpixels, as shown by the purple and orange rectangles. There is an occlusion occurring between two second-level
superpixels in the bottom right corner of the image which was impossible to capture at the first level.
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Figure 6: The second level of a DSN. The
second level of a DSN is a field of masked
RBMs of the same structure as the first level
(Figure 4) but where the input image “pixels”
are the feature vectors of the first level superpixels (h(a) , h(s) ). Each square (marked by a
yellow dot) corresponds to a vector containing
the latent representation of a superpixel similar
to those shown in Figure 5 (right).

In the field of masked RBMs, each object is restricted to lie within a patch. This is clearly too restrictive as this is not
always the case in natural images. Also, this has the undesirable effect of making our model sensitive to the scaling of the

image. We have shown how a field of masked RBMs is able to decompose an image into objects and model the shape and
appearance of each object using separate sets of hidden variables, even under occlusion. The next stage is to learn how these
small lowe-level objects fit together into bigger upper-level objects. To do this, we can follow the approach of Deep Belief
Nets and combine multiple fields of masked RBMs in a hierarchical model, which we call a Deep Segmentation Network
(DSN). The idea is to treat the objects learned by the first field of masked RBMs as input “pixels” for a higher-level field
of masked RBMs (see Figure 5). Hence, at the second level, an “image” is composed of “pixels” which are binary feature
vectors (whose size is the sum of the number of hidden units of the appearance RBM and of the shape RBM) rather than
RGB values. We can train a second-level field of masked RBMs on a set of such images, where the appearance models are
now binary RBMs, as shown in Figure 6. The overlapping patches of the second level cover multiple first level superpixels
and hence learn how the shape and appearance of nearby superpixels go together. Mask images will also be inferred for
the second level, leading to second level superpixels which merge a number of first level superpixels. This process can be
repeated by adding additional levels to the DSN until the entire image belongs to a single superpixel. This formulation
gives rise to a tree-structured hierarchy in which each lower-level node (pixel) is connected to exactly one node in the next
level.
Preliminary results show that using deeper DSNs leads to meaningful higher level superpixel whilst increasing accuracy
on a segmentation task. We believe this is due to the capacity of the higher layers to capture longer range dependencies,
allowing object parts, objects and object context to be captured.
Conclusion
We believe the abilities to deal with occlusion, to model generic shapes and appearances, and the applicability to large
images are central to a generative model suitable for a broad range of images. Inspired by previous works which dealt with
a subset of these properties, we provide a unified, comprehensive probabilistic framework which, while powerful, remains
computationally tractable (though still expensive).

